
Quiz 1 answer key 
 
Problem 1 - Hardware trends 
Select all the hardware trends that have stopped scaling: 
 
☐ Transistor density 
Transistor density continues to scale, though transistors cannot be switched at high frequencies to avoid 
power issues, and eventually it may be that not all transistors can be powered at once 
 
þ Power density 
Chips will melt if power density continues to scale 
	

☐ CPU core count 
Industry has switched to scaling CPU core counts as an alternative to scaling frequency 
 
þ Clock frequency 
Increasing frequency significantly increases power consumption 
 
þ Instruction-level parallelism 
It becomes increasingly harder to come up with clever tricks to run instructions in parallel 
 
Problem 2 - Speedup 
Suppose it takes 100sec to sort 1M numbers with a single core, 50sec to sort them using SIMD 
instructions on a single core, and 10sec to sort them using multiple cores with SIMD. 
 
What is the speedup from SIMD? 100sec / 50sec = 2 
What is the relative speedup from using multiple cores? 50sec / 10sec = 5 
What is the overall speedup from using multiple cores with SIMD? 100sec / 10sec = 10 
 
Problem 3 - Amdahl's law 
When analyzing a program, you find that it spends a second reading an input file, 30 seconds processing 
the file, and a second to output the results. Using your newfound 15-418/618 knowledge, you decide to 
parallelize the processing computation. 
 
What is the maximum speedup you could possibly achieve? 32sec / 2sec = 16 
 
Problem 4 - Static vs dynamic work assignment 
Would you rather use static or dynamic work assignment: 
 
Squaring (x*x) an array of numbers. 
static; same amount of work for squaring each number 
 
Computing the prime factorization of an array of numbers. 
dynamic; the amount of work for prime factorization varies significantly with the input 
 
Computing the prime factorization of an array of random numbers. 
static; with input that is guaranteed to be random, a static assignment is reasonable since the average 
amount of work across many tasks converges to the mean (i.e., average) amount of work by the law of 
large numbers 
 
Computing the prime factorization of a sorted array of numbers. 
dynamic; while larger numbers generally take longer to perform prime factorization, there is still significant 
variability and dynamic work assignment will probably better utilize resources 
 
Blurring an image by averaging neighboring pixels. 
static; there's roughly the same amount of work for blurring each pixel 



 
Problem 5 - Throughput vs latency 
Suppose you decide to dedicate your quad-core server to image processing. You plan to run a mixture of 
bulk and ad-hoc (i.e., user-submitted) image processing. In your experiments, you find that launching 4 or 
5 threads yields a throughput of 40 images/sec and 8 or more threads yields a throughput of 60 
images/sec. 
 
For the following questions, do not include units. 
 
For the following questions, it is important to note the equation relating throughput (i.e., bandwidth) and 
latency: N = X * T, where N is the number of threads in the system, X is the throughput, and T is the 
latency. This famous equation is known as Little's law. 
 
When a user submits an image for processing on a separate thread, what is the expected latency if you're 
running 4 bulk threads? 
With 5 threads (4 bulk + 1 user interactive), the problem states a throughput of 40 images/sec. Thus, T = 
N / X = 5 / 40 = 0.125 
 
How about with 8 bulk threads? 
With 9 threads (8 bulk + 1 user interactive), the problem states a throughput of 60 images/sec. Thus, T = 
N / X = 9 / 60 = 0.15 
 
What do you expect the throughput to be for 3 threads? 
Since this is a quad-core machine, you would expect the throughput to scale roughly linearly from 1 to 4 
threads. Thus, you'd expect a throughput of 30 images/sec for 3 threads. 
 
How about the throughput for 2 threads? 
Since this is a quad-core machine, you would expect the throughput to scale roughly linearly from 1 to 4 
threads. Thus, you'd expect a throughput of 20 images/sec for 2 threads. 
 
If you use 2 threads for bulk processing and a user submits an ad-hoc request on another thread, what is 
the expected latency? 
With 3 threads (2 bulk + 1 user interactive), you should expect a throughput of 30 images/sec if the 
previous question was answered correctly. Thus, T = N / X = 3 / 30 = 0.1 
 
How many bulk threads do you launch to minimize the latency for a user request (assuming only a single 
user)? 
Based on our previous answers, launching 0, 1, 2, or 3 bulk threads should still allow a user request to 
run without significant impact to latency. This is because we're assuming a quad-core processor and 
essentially reserving a core for a user request. Thus, we might as well utilize 3 bulk threads to maximize 
bulk work while minimizing the user request (which needs to take at least 0.1sec regardless). 
 
How many bulk threads do you launch to minimize the latency of processing a million images? 
When minimizing the latency of a large amount of work, you do not care about the latency of individual 
pieces of work anymore. The throughput becomes the important metric. Thus, the goal is to maximize 
throughput, and the problem states this occurs at 8 (or more threads, but no reason to use more than 8). 
For those interested, the latency of processing 1 million images would roughly be: 1 million images / (60 
images/sec) ≈ 16667sec 
 
Problem 6 - ISPC 
A) Fill in the blanks to perform blocked row assignment for 64 tasks: 
There was an error with this part of the original problem. The span for each task should be numRows / 64 
rounded up (i.e., ((numRows+63) / 64)) rather than 64. Essentially, we divide numRows into 64 chunks 
and round up. Thus, start should actually be taskIndex * ((numRows+63) / 64). end will then be a min 
across the end of matrix, numRows, and start + ((numRows+63) / 64). Since we're performing blocked 
assignment, the row is incremented by 1. Lastly, launch takes 64 as a parameter to launch 64 tasks. 



 
task void eval_task(uniform int numRows, 
                    uniform int numCols, 
                    uniform float input[], 
                    uniform float output[]) 
{ 
  int start = taskIndex * ((numRows+63) / 64); 
  int end = min(numRows, start + ((numRows+63) / 64)); 
  for (int row = start; row < end; row += 1) { 
    for (col = 0 ... numCols) { 
      int index = row * numCols + col; 
      output[index] = eval(input[index]); 
    } 
  } 
} 
 
export void eval_withtasks(uniform int numRows, 
                           uniform int numCols, 
                           uniform float input[], 
                           uniform float output[]) 
{ 
  launch[64] eval_task(numRows, numCols, input, output); 
} 
 
B) Fill in the blanks to perform interleaved row assignment for 64 tasks: 
For interleaved assignment, each task starts at its index, taskIndex, ends at numRows, and increments 
row by 64. Lastly, launch takes 64 as a parameter to launch 64 tasks. 
 
task void eval_task(uniform int numRows, 
                    uniform int numCols, 
                    uniform float input[], 
                    uniform float output[]) 
{ 
  int start = taskIndex; 
  int end = numRows; 
  for (int row = start; row < end; row += 64) { 
    for (col = 0 ... numCols) { 
      int index = row * numCols + col; 
      output[index] = eval(input[index]); 
    } 
  } 
} 
 
export void eval_withtasks(uniform int numRows, 
                           uniform int numCols, 
                           uniform float input[], 
                           uniform float output[]) 
{ 
  launch[64] eval_task(numRows, numCols, input, output); 
} 
 
C) Which variables should be marked uniform? 
 
þ start 
Although start is different between tasks, it should be the same across vector units. 
 
þ end 
Although end is different between tasks, it should be the same across vector units. 



 
þ row 
Although row is different between tasks, it should be the same across vector units. 
 
☐ index 
Index depends on col, which is different across vector units as the col loop should be vectorized. 
 
Problem 7 - Hiding latency (or hardware multi-threading) 
Consider the following code: 
 
for (int index = 0; index < N; index++) { 
  int val = arr[index]; 
  total += (val * 5) * (val + val + val + 2); 
  total += total 
} 
 
Suppose it is translated into the following pseudo-assembly: 
 
loop: 
load r0, mem[r1] 
mul r2, r0, 5 
add r3, r0, r0 
add r3, r3, r0 
add r3, r3, 2 
add r1, r1, 1 
mul r2, r2, r3 
add r4, r4, r2 
add r4, r4, r4 
test r1, N 
condjmp loop 
 
Suppose on our out-of-order processor, memory loads take 100 cycles (assume no cache), multiplies 
take 7 cycles, adds, tests, and conditional jumps take 1 cycle. How many cycles does each loop iteration 
take? 
There are 100 cycles for the load, 7 cycles for each of the multiplies, and 4 cycles for the 4 instructions 
after the second multiply. This totals 100 + 2*7 + 4 = 118. The instructions between the multiplies do not 
depend on the first multiply and can be executed out-of-order. The instructions after the second multiply 
depend on the second multiply and have to wait for it to complete. 
 
Suppose we want to parallelize this loop on n threads by starting at different indices and incrementing 
index by n each iteration. What is the minimum n such that we completely hide the memory load latency 
(assume there are enough hardware threads)? 
6 hardware threads; there are 18 cycles of non-load work, so 6 * 18 = 108 > 100 would hide the memory 
load latency. 
 
Assuming an ALU can only operate on a single instruction (i.e., load, mul, add, test, condjump), what is 
the maximum number of ALUs that are concurrently in use? 
You would have 5 loads going on along with a multiply and an out-of-order add, totaling 7. 


